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1 Introduction

There are two major challenges for writing a statistical model for science. The first challenge is that
most statistical models do not include terms for who performed and experiment and their actions
during the study. This framework is limited because it does not allow us to model variation in what
the scientists in question intended to study, how they performed the experiment, who performed the
experiment, what data they collected, what analysis they intended to perform, who analyzed the data,
and what analysis was actually performed. The second major challenge is that it is hard to know at
any given time during a study what parts of the study have happened and are fixed.

In Section 2 we write down notation for the key steps in a scientific study. This is by no means an
exhaustive model for all possible steps in the scientific process. It would be unwieldy to write down
notation for the entire range of potential hypotheses, populations, experiments, models, and code.
However, we will show in subsequent sections that notation we are using is sufficient to model the
most common and controversial topics such as reproducibility, replicability p-value hacking and the
file drawer problem. In Section 3 we use a statistical framework built on filtrations - nested sets of
σ-algebras that can be used to conveniently describe which things are fixed and known from those
things that still vary. A version of this framework has been used to model inference after model
selection Fithian et al. (2014); Meng (2014), but we extend it to the entire scientific process.

Using our framework we can then define key terms like reproducibility and replicability (Section
4) and apply these definitions to a very simple toy example to highlight how the framework can be
used (Section 5). Then we apply our new statistical framework to make sense of several of the most
high-profile controversies in replicability and reproducibility (Section 6).

2 Framework variables

The first challenge in modeling the scientific process statistically is that statistical models reported in
scientific papers start by writing down notation for the observed outcome (generally denoted by Y )
and the observed covariates (generally denoted by X). Here we provide an expanded notation that
covers some of the other key aspects of a study. In the main text we have created a graphic version
of this set of variables (Figure 1). The components of a study we model are the following.

• P : The population of interest.

• Q: A question we wish to ask in population P .

• H: A hypothesis that will guide our study.

• ED: An experimental design, dictated by hypothesis H, which details how we intend to sample
and measure elements from the population P .

• E: An experimenter who will conduct an experiment according to an experimental design ED.

• D: Data produced by the experimenter E in accordance with the experimental design ED.

• AP : An analysis plan, suggested by hypothesis H, applied to data D.
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• A: An analyst that will apply the analysis plan AP .

• C: Code produced by analyst A upon application of analysis plan AP . This includes any
decisions made in the course of statistical analysis.

• θ̂: An estimate, the result of a scientific study.

• S(θ̂): a researcher may (and commonly will) make a claim that depends on the result of the
study. For simplicity we will define this quantity as binary, i.e. S(θ̂) ∈ {0, 1}, for example as an
answer to a yes/no question.

As we will see in subsequent sections, this framework is sufficient to define some of the most
controversial terms in the replicability and reproducibility crisis. However, there are a number
of steps and substeps in the process that we have still left unmodeled. Extensions of this model
that include further refinements can be used to cover a wide range of more specialized scenarios.

3 A framework for science

The primary difficulty in representing the scientific process is making clear which parts of a study are
still able to vary and which parts have occurred or are fixed at any given point in time. We will use a
mathematical framework based on filtrations - a nested set of σ-algebras that can be used to explicitly
denote what parts of an experiment have happened and what parts have not Stroock (2010). Each
σ-algebra describes the range of possible choices at any point in time. For example, we will use the
notation F(1ED;E(D)) to describe the case where the experimental design ED and experimenter E
are fixed, but there are a range of possible datasets D that can be generated depending upon how the
experimenter executes the experiment. This notation denotes the range of potential realizations of
D and is represented with a σ-algebra. Our model extends a previous model for statistical inference
conditional on model selection Fithian et al. (2014); Meng (2014) to the entire scientific process.

More generally, define F(Z) as the σ-algebra generated by the event Z and 1Y (Z) as the distribu-
tion of Z conditional on the event Y . F(1Y (Z)) denotes the set of possible realizations of Z given that
Y has occurred. F0 is the trivial σ-algebra where nothing is fixed. A critical component of this set
of σ-algebras is that they are nested. Once we have observed the experimenter and the experimental
design they are fixed. If we change the analyst or the code, the experimenter and experimental design
remain fixed. In other words, as time passes, more components of a study are fixed and are no longer
free to vary.

We propose the following set of nested σ-algebras to represent the components of a scientific study:

F0 ⊇ F(1P ;Q(H)) ⊇ F(1ED(E)) ⊇ F(1ED;E(D)) ⊇ F(1AP ;A(C)) ⊇ F(1C(A∗))

Here we have simplified notation due to the nested structure of the σ-algebras. We could write
the σ-algebra F(1ED(E)) could be written F(1P ;Q;H;ED(E)) but we have suppressed some of the sub-
scripts since they are implied by the nesting structure. This nested structure models a typical scientific
process well and can be used to define the terms like replicability and reproducibility. However, this
particular structure can be adapted to different scientific processes. The key point is that it allows us
to state succinctly what is fixed and what is allowed to vary at any given point in time. For ease of
notation we have also suppressed the fact that all of the terms in our model may depend on time.

The major events represented by these filtrations are the formation of a hypothesis, the choice of
experimenter, the production of data, the production of code, and the application of code. We use A∗

to signify that an analyst other than the one who generated the code may apply the code (although
it is possible for both to be the same person, i.e. A = A∗). The code produces an estimate of a
parameter of interest θ. Using our framework we can define versions of this parameter. θ is the true
parameter we are targeting given a particular population and question. θ∗ is the parameter we are
actually estimating once we run the study. An example of how these could differ is θ is the proportion
of people supporting a particular political candidate in a country. Now if we run a study where we
collect data by calling people on the phone we can’t estimate that parameter since some people don’t
have phones. θ∗ is the proportion of people supporting a particular political candidate in a country
who have phones. This still an idealized quantity - we can’t call everyone in the country. Now if we
actually run the study we get an estimate based on our sample which we call θ̂.
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Inference on the parameter of interest, θ, is achieved by looking at a functional, f , of the population
and the analysis plan conditional on knowledge. As a result, conditioning on a different filtration will
yield a different result:

• f(P,AP )|F(1P ;Q(H)) = θ

• f(D,AP ) = f(P,AP )|F(1ED(E)) = θ∗

• f(D,C) = f(P,AP )|F(1C(A∗)) = θ̂

In general, θ is the true parameter value and would theoretically occur if the analysis plan AP
were applied to the entire population P . θ∗ is the target we expect to infer from our study, and would
occur if we applied the true analysis plan AP to the data D we have sampled. In reality, since the
analyst A is involved in the application of the analysis plan AP , we observe θ̂ as the application of
the code C on data D (although it is possible for θ̂ = θ∗).

4 Definitions

We now this framework to define some of the most widely discussed issues with scientific studies.

• Reproduction: θ̂1 = θ̂2|F(1C1(A2)). Here, we check that the estimates from study 1 and 2 are
equal conditional on the event space generated by analyst 2 (A2) using the code generated in
study 1 (C1). Per our framework, all other components are fixed.

• Strong Replication of a Study: θ̂1
d
= θ̂2|F(1C1(A1)) ∩ F(1ED1(E2)), where

d
= indicates

that the estimates are equal in distribution, i.e. have the same distribution function. The
intersection of σ-algebras represents that although a new experimenter (E2) is applying the
original experimental design (ED1), he is constrained by the code applied in the original study
(1C1(A1)). In other words, the only aspect that varies from study 1 to study 2 is the resampling
of the population P .

• Replication of a Study: θ̂1
d
= θ̂2|F(1ED1(E2)). The distinction between this and strong

replication is that we are resampling from the population P but are allowing the new study to
analyze the data D in their own way.

• Strong Replication of a Claim: S(θ̂1) = S(θ̂2)|F(1C1(A1))∩F(1ED1(E2)). We condition on
the same σ-algebra as in the corresponding definition for a study, but now we check for equality
in the statement made on the study result. This is an even more strict form of replication
because the claims must be identical and not merely equal in distribution.

• Replication of a Claim: S(θ̂1) = S(θ̂2)|F(1ED1(E2)).

• False Positive: S(θ̂) 6= S(θ). We do not make the same claim based on the quantity of interest
estimated in our study, θ̂ as we would if we observed the truth, θ.

• Conceptual Replication: S(θ̂1) = S(θ̂2)|F(1P1;Q1(H1)) ∩ F(1P2;Q1(H2)). We make the same

claim regarding θ̂1 and θ̂2 conditional on the overlap of information between two scientific studies
motivated by the same question.

• p-hacking: f(P,A)|F(1AP ;S∗(C)). Here, S∗ is some claim we intend to make about the study,
and we are producing code C conditional on our desire for this claim.

• “Garden of Forking Paths” f(P,A)|F(1AP ;D(C)). We allow the code to vary conditional on
the data we observe, so we may perform a different analysis given different data.

• File-drawer problem P (publication|S(θ̂)) 6= P(publication). The probability of publishing the
study conducted is conditional on the claim made regarding θ̂.
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5 Toy Example

We illustrate the components of our framework with a fictional study designed to measure average
male height.

5.1 Defining variables

Using the notation above, we can now describe the key components of our toy example.

• P : All male humans on Earth at current time

• Q: What is the size of the average male?

• H: The average male is 5’7”.

• ED: Gather a sample of n accessible males and use a tape measure to measure each man’s
height.

• D: The measured heights of n males in our sample.

• AP : Sum all of the heights and divide by n. Conduct a one-sample t-test and compute a p-value
for the test.

• C: A function that computes the mean of a set of values, the t-statistic, and the associated
p-value.

• θ: The average height of all male humans on Earth at current time.

• θ∗: The average height of all accessible male humans.

• θ̂: The average height of our sample (with p-value).

5.2 Applying definitions

Using the variables we defined in the previous subsection, we can now apply our formal definitions to
describe different components of this study.

• Reproduction: We would provide the data D and code C to a new analyst, A2, and ask them
to confirm the average height we calculated.

• Strong Replication of a Study: We would recruit a new experimenter E2 and a new analyst
A2 and describe the steps we took to measure average height in males. E2 would gather a new
sample of n males and A2 would compute the average exactly as we did in our study. Given
assumptions of the distribution of male heights in the population, we would compare the two
averages, θ̂1 from our original study and θ̂2 from the study conducted by E2 and A2.

• Replication of a Study: A new experimenter and analyst, E2 and A2 are recruited, as in the
strong replication example. E2 must gather a sample of n males just as we did in our original
study. A2 may analyze the data as they see fit. Changes from our original procedure may
include computation of a trimmed mean or median, removal of outlying observations, or other
such statistical considerations.

• Strong Replication of a Claim: Suppose that our original claim S(θ̂1) is “The average male
is 5’7””. After the strong replication version of the study is conducted, claim S(θ̂2) must be the
same.

• Replication of a Claim: Same as above, except after the standard replication.

• False Positive: If the truth, S(θ), is that “the average male is 5’6””, then our claim S(θ̂1)
would not agree with S(θ).
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• Conceptual Replication: Suppose a second study (focused on this same question) was con-
ducted which computed an empirical distribution of male body mass index (BMI). We can use
this distribution and the relationship between BMI and height to further support our claim
regarding average male size, even though the BMI study was not a direct replication of our
study.

• p-hacking: Suppose we truly desire to state that the average male height is 5’9”. We could
rewrite our code to continually manipulate the data (drop observations, transform observations,
use different statistical tests) until we are able to make this claim with statistical significance.
Alternatively, we may simply desire to report the most significant result we can find without
any specific average height in mind.

• “Garden of Forking Paths” Suppose we do not fix our assumptions and analysis plan before
we observe our data, and based on the distribution of our sample we choose to run a non-
parametric test instead of a t-test. If we were to take another sample that appeared normally
distributed, we may choose to apply a t-test and get different results.

• File-drawer problem If our statistical test does not produce a significant p-value, we will
disregard our study and move on to a new one that has a better hope for a significant result.

6 Example applications

In this section, we use the established framework to describe a handful of prominent studies where
definitions of reproducibility and replicability are of central concern. However we have to expand
our notation to accommodate cases where a true reproduction or replication was not performed. To
accommodate these cases we introduce two new elements into our model: d() and g(). d() is used
to denote a distance metric that can be used to compare two quantities from two different studies.
For example in a replication d() might represent how many 95% confidence intervals from a second
study contained the estimate from the first. We use a distance metric below because the known
comparisons made in some of these replication efforts (e.g. how many times p-values were less than
0.05, how many 95% confidence intervals overlapped) did not necessarily account for distributional
assumptions and sampling variability Leek et al. (2015), and our definition focuses on the distributional

relationship θ̂1
d
= θ̂2. In some cases the replication effort doesn’t look directly at a parameter estimate

θ̂, but considers some function of the parameter or data in the second study. To represent this case,
we introduce g() as the generic function. For example, g() might be the function that converts an
estimate into a p-value, where the p-values are being compared.

• AMGEN 53: In a comment by Begley & Ellis Begley and Ellis (2012) on an effort to replicate
(inaccurately, by our definitions, called ”reproduce” in the article) the results of 53 landmark
cancer studies, it was found that only 6 of 53 were confirmed. Unfortunately, the chosen studies
and replication procedures were not disclosed, so in our framework we write the quantity under
consideration in this effort as:

d(g1(D1), g2(D2))|F0

where g1() and g2() are unknown functions applied to the data (g1 may equal g2). This represen-
tation conveys that 1) we do not know what, if anything, was fixed between replication efforts
and 2) we do not know how estimates from the original and replicate study were compared.

• AMGEN 3 and Reproducibility Project: Psychology: For the Reproducibility Project:
Psychology Collaboration et al. (2015), 100 research groups were each given the protocol and
results from one of 100 published studies. Each group collected a single new subject sample to
estimate the effect reported in the original study (θ̂1, as above). In examining the protocols of
these replication studies, it is apparent that in at least some cases, the population targeted by
the first study was not the target of the second (e.g. Americans used in first study, Italians in
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second Gilbert et al. (2016)). So within our framework, the quantity under consideration in this
replication effort would be written as:

d(g(D1), g(D2))|F(1P2;Q1(H1)) ∩ F(1ED1(E2))

We note that this does not match the definitions of weak or strong replication stated above.
Furthermore, as direct comparisons are made between quantities from the first and second studies
without incorporation of natural and artificial sources of variation, we believe that this quantity
was not considered in expectation. Here, we are operating under the same hypothesis and general
question as the first study, but we are not necessarily targeting the same population. However,
the Experimental Design from the original study is still used to measure the data. We group the
three studies reported on by AMGEN in F1000 with this description, as the same issues with
differing populations arose in those.

• Potti, et. al.: In this case, data and code for the original study were made available but were
incomplete and/or incorrect. An independent group Baggerly and Coombes (2009) examined
what was provided and engineered a new set of code which reproduced the original results. We
write this reproduction effort as:

θ̂1 = θ̂2|F(1C2(A2))

This differs from our definition of reproducibility because the second set of analysts A2 were
unable to use the original code, and had to apply C2 instead.

• ManyLabs: In this study, 13 published effects were re-estimated 36 times by 36 different
labs each Klein (2014). The design of the replication was the same as what was done for the
Reproducibility Project: Psychology, so we write this as:

{d(g(D1), g(Di))|F(1Pi;Q1(H1)) ∩ F(1ED1(Ei))}

Here, there are a set of comparisons to the original study (study 1).

Figure Licensing

The eleven icons used in Figure 1 of the main text are taken from www.flaticon.com and are used
under the Creative Commons 3.0 license. The authors are attributed here:

http://www.flaticon.com/authors/ocha
http://www.flaticon.com/authors/eleonor-wang
http://www.flaticon.com/authors/freepik (six icons)
http://www.flaticon.com/authors/becris
http://www.flaticon.com/authors/gregor-cresnar
http://www.flaticon.com/authors/smartline
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